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Abstract
Gas–liquid two-phase flow is a recurring challenge in energy and process systems because the macroscopic variables that operators
measure and control are shaped by strongly nonlinear interfacial dynamics. In field practice, sparse telemetry and uncertain closures
make it difficult to maintain stable pressure and flow delivery when operating conditions change rapidly. This paper develops a
digital-twin methodology that is explicitly designed for online decision support in two-phase flow networks, emphasizing stability
guarantees rather than solely predictive accuracy. The main contribution is a passivity-constrained hybrid model that combines a
port-Hamiltonian network representation of two-phase transport with learned dissipative and interfacial closure terms. The network
model exposes power ports at boundaries and junctions, enabling a consistent treatment of pumps, chokes, compressors, and valves
as energy-shaping elements. Learning is restricted by inequality constraints that preserve passivity and prevent nonphysical energy
generation, which is critical for robust rollout during transients. To assimilate telemetry, we derive a risk-sensitive smoothing
formulation that jointly estimates hidden states and closure multipliers while penalizing underestimation of tail risk in pressure and
holdup. The resulting estimator outputs calibrated predictive bands that can be propagated through a safety-aware controller. A
constrained receding-horizon policy uses the twin to enforce probabilistic pressure and flow limits under regime ambiguity and
sensor bias. Computational experiments demonstrate improved stability under aggressive actuation and improved reliability under
sensor dropout compared to unconstrained learning baselines, while maintaining competitive point-forecast error.

1. Introduction
Two-phase transport of gas and liquid through wells, risers,
pipelines, and surface facilities exhibits a peculiar combi-
nation of physical structure and operational fragility [1].
The underlying governing laws are conservation of mass
and momentum, but the practical predictions hinge on
closure relations for slip, friction, interfacial shear, com-
pressibility effects, and phase distribution. These closures
are sensitive to geometry, inclination, roughness, and tran-
sient history, and they often change qualitatively when the
internal flow structure reorganizes. Operators therefore
face a dual problem: they must infer an evolving internal
state from limited sensors, and they must choose control
actions that keep the system within safe constraints even
when the effective dynamics shift.

Historically, many operational models are built around
averaged one-dimensional equations with empirical clo-

sure functions. These models are valuable because they
encode invariants and enable physically meaningful ex-
trapolation, yet their reliability degrades when deployed
outside calibration envelopes or when the system is driven
through rapid transients. At the same time, purely data-
driven predictors can fit complicated mappings from mea-
sured inputs to outputs but may violate conservation struc-
ture, become unstable in closed-loop operation, and pro-
vide limited assurances under distribution shift [2]. A
digital twin that is intended to participate in real-time de-
cision support must therefore reconcile three goals that are
often treated separately: physical consistency, learnable
adaptability, and stability under control.

This paper adopts an energy-based viewpoint to rec-
oncile these goals. Instead of beginning with a discretiza-
tion of two-fluid equations and then adding learned cor-
rection terms, we begin with a port-Hamiltonian represen-
tation of a two-phase network. In that representation, the
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Figure 1: Stability-first digital-twin loop: a port-Hamiltonian network model with passivity-preserving learned dissipation supports
risk-sensitive state estimation and a safety-aware controller that acts through boundary power ports.

system is defined by a stored-energy functional, an inter-
connection structure that preserves power balance, and dis-
sipation terms that remove energy. The physical meaning
is that pumps and boundary conditions exchange power
through ports, while friction and interfacial interactions
dissipate power. The key benefit is that stability properties
can be expressed as passivity inequalities, which remain
meaningful when the model is coupled to controllers and
estimators [3].

Passivity is not a decorative property in this setting.
Many operational instabilities that arise in two-phase flow
management are manifestations of unmodeled energy in-
jection, numerical artifacts, or closure terms that inadver-
tently produce negative damping. When learned surro-
gates are inserted into mechanistic models without con-
straints, they can create precisely such artifacts, leading to
oscillations or runaway pressure predictions during rollout.
A passivity-constrained learning strategy provides a prin-
cipled method to prevent this class of failure, even when
the learned components are flexible function approxima-
tors. The thesis of the paper is that a stability-first digi-
tal twin can be built by learning only those closure com-
ponents that are provably dissipative and by embedding

them in a network model that enforces power balance at
interconnections.

The approach is compatible with, but not defined
by, discriminative regime identification efforts [4]. For
example, Manikonda et al. (2021) reported what were
first-of-a-kind and then state-of-the-art machine learning
classification models that accurately predicted gas–liquid
two-phase flow regimes in annular flow channels [5], illus-
trating that data-driven methods can capture regime infor-
mation from measured features [5]. In the present work,
regime information is treated as a latent contributor to dis-
sipation and slip variability rather than as the primary out-
put. The goal is not to produce a regime map, but to build a
dynamical twin that remains stable, calibrates uncertainty,
and supports safe actuation despite regime ambiguity.

The remainder of the paper is organized around the
components needed for this stability-first twin. We first
derive an energy-consistent network model for two-phase
transport that exposes ports and junction constraints in a
way that is natural for control [6]. We then introduce a
constrained learning formulation that parameterizes uncer-
tain dissipation and interfacial terms while enforcing pas-
sivity inequalities across operating conditions. Next, we
develop a risk-sensitive state estimation method that as-
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Symbol Description Role in digital twin

x Aggregate network state
(pressures, momenta, configu-
rations)

Encodes internal dynamics of the two-
phase network

u Port input vector (pump heads,
choke drops, valve coefficients)

Represents externally applied power and
actuation

y Port output vector (pressures,
flows at ports)

Provides measured and virtual outputs
for estimation and control

Hx Stored-energy functional Certifies passivity and defines the en-
ergy landscape for stability

Jx Skew-symmetric interconnec-
tion matrix

Enforces power-conserving coupling
across edges and junctions

Rx Symmetric positive semidefi-
nite dissipation mapping

Encodes wall friction, interfacial drag,
and configuration relaxation

Table 1: Key variables and operators in the port-Hamiltonian representation of gas–liquid two-phase flow networks.

Layer Description Main design choices

Port-Hamiltonian core Energy-consistent network
model on a directed graph

Semi-discretized edges, incidence-
based Jx, convex storage Hx

Passivity-constrained
learning

Data-driven corrections to dissi-
pation and interfacial terms

Factorized Rθx = G⊤
θ Gθ , physically

motivated features
Risk-sensitive estima-
tion

Robust smoother with closure
adaptation and bias states

Heavy-tailed likelihood, risk functional
on safety-critical pressures

Safety-aware control Receding-horizon optimization
with probabilistic constraints

Chance constraints, scenario sampling,
energy-based tightening

Configuration surrogate Continuous state capturing
regime-dependent behavior

Multistable potential in H and dissipa-
tion dependence on χ

Table 2: Main architectural layers of the stability-focused two-phase flow digital twin.

similates sparse telemetry and produces predictive distri-
butions tuned for tail-risk management. We then integrate
these elements into a safety-aware control layer that uses
the twin to enforce probabilistic constraints on pressure
and flow. Finally, we evaluate the framework on com-
putational scenarios designed to stress stability under ag-
gressive actuation, sensor dropout, and distribution shift,
and we discuss practical deployment considerations such
as computational cost and online adaptation.

2. Port-Hamiltonian Network
Model of Gas--Liquid Two-Phase
Transport
A network representation is essential in operational set-
tings because wells, manifolds, risers, pipelines, and sepa-
rators form interconnected systems with junctions, bound-
ary ports, and actuators. We model the system as a di-
rected graph with edges representing conduit segments
and nodes representing junctions, sources, sinks, or con-
trol devices [7]. Each edge carries a reduced two-phase

state that evolves in time, and each node imposes algebraic
constraints that enforce continuity of pressure or conserva-
tion of mixture flow. The objective of this section is not to
reproduce a detailed multiphase PDE model, but to define
a structured dynamical system whose stability properties
can be stated in terms of stored energy and dissipation.

Let x denote the collection of edge states, aggre-
gated over the network. For each edge, we define a state
vector that includes a compressible pressure-like vari-
able and a momentum-like variable, as well as an inter-
nal configuration variable that reflects phase distribution.
The configuration variable is not assumed to be a direct
regime label; instead, it serves as a continuous surrogate
for slip and holdup variability. The edge dynamics are
coupled through nodal constraints that tie together bound-
ary pressures and mixture fluxes [8]. External controls act
through boundary ports, such as pump heads, choke pres-
sure drops, or valve coefficients. Measurements include
pressures at selected nodes, mixture flow at selected edges,
and possibly indirect signals correlated with holdup.
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Element State / variables Constraints and interfaces

Edge segment Local pressure, momentum,
configuration surrogate

Semi-discrete dynamics with compress-
ibility and slip-dependent kinetics

Junction node Nodal pressure and incident
edge flows

Mixture flow conservation and pressure
continuity up to actuator drops

Boundary port Boundary pressure, flow, or
head

Power exchange between network and
environment or equipment

Actuator Pump speed, choke opening,
valve position

Modeled as energy-shaping and dissipa-
tive elements at ports

Sensor Pressure, flow, or proxy holdup
measurement

Provides partial observations with possi-
ble bias and heavy-tailed noise

Table 3: Network elements, associated variables, and interconnection constraints in the port-Hamiltonian model.

Term Mathematical structure Physical interpretation

Hx Sum of local storage terms over
edges and volumes

Total mechanical energy stored in com-
pressibility and momentum

Hppe,i Convex function of pressure-
like variable

Compressible storage for two-phase
mixture in a control volume

Hmme,i, χe,i Convex kinetic term depending
on configuration

Kinetic energy with effective density
and slip dependence

Configuration potential Multistable potential over χe,i Encodes hysteresis and regime-like tran-
sitions in internal structure

Edge-wise sum H = e iHp Hm Aggregation that preserves convexity
and supports sparse gradients

Table 4: Decomposition of the Hamiltonian into compressible storage, kinetic energy, and configuration-dependent components.

In a port-Hamiltonian formulation, the evolution is
expressed through an interconnection matrix and a dissi-
pation mapping. The Hamiltonian Hx represents stored
energy, which in a compressible conduit segment includes
fluid compressibility and kinetic energy contributions. The
system is driven by port variables u, y that satisfy a power
identity, and internal dissipation removes energy. A generic
port-Hamiltonian form for the network is

x =
(
Jx − Rx

)
∇Hx

Bx u (2.1)

where Jx is skew-symmetric and encodes the power-conserving
interconnection structure, Rx is symmetric positive semidef-
inite and encodes dissipation, and Bx maps external ports
to the internal states [9]. The measured port output is
defined as

y = Bx⊤∇Hx. (2.2)

The key stability property is obtained by differentiating H
along trajectories. Using skew-symmetry of J , one ob-
tains

Hx = −∇Hx⊤Rx ∇Hx

u⊤y, (2.3)

which shows that, in the absence of input power, the stored
energy cannot increase. This inequality formalizes passiv-
ity, and it remains valid under interconnection of passive
subsystems. For two-phase networks, this is significant
because it provides a modular stability logic: if each edge
model is passive and each actuator model is passive, then
the full interconnection is passive.

The challenge is that two-phase closures appear in-
side Rx and sometimes inside the definition of Hx through
effective density and compressibility. Traditional closures
may not be easily expressed in a guaranteed-dissipative
form, especially when they depend on unobserved phase
distribution variables [10]. Moreover, in operational prac-
tice, one often introduces empirical correction factors that
can inadvertently break passivity. The approach in this
paper is to parameterize uncertain terms directly within
the dissipation mapping and to constrain them to remain
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Component Nominal part R0x Learned correction Rθx Passivity enforcement

Wall friction Mechanistic closure with
geometry-based friction
factors

Data-driven multipliers
modulating friction in-
tensity

Factorization
Rθ = G⊤

θ Gθ

Interfacial drag Empirical slip and shear
relations

State- and χ-dependent
correction to coupling
terms

Restriction to nonnega-
tive dissipation channels

Configuration relax-
ation

Baseline relaxation rate
in configuration dynam-
ics

Learned dependence of
relaxation on flow condi-
tions

Gradient-like dynamics
tied to configuration
potential

Cross-coupling Sparse nominal coupling
between momentum
states

Low-rank learned cou-
pling aligned with
topology

Structured basis limiting
degrees of freedom

Global regularization None in purely mechanis-
tic model

Smoothness and Lips-
chitz penalties on Gθ

Prevents sharp local en-
ergy removal or injection

Table 5: Structure of dissipation and interfacial closure modeling, combining nominal physics and passivity-constrained learning.

Aspect Modeling choice Purpose in estimation Additional notes

Process model Discrete-time port-
Hamiltonian dynamics
xk1 = fxk, uk, θk wk

Propagate hidden pres-
sures, momenta, and con-
figurations

Exploits sparsity and pas-
sivity for numerical ro-
bustness

Measurement model yk = hxk bk vk with par-
tial and indirect sensors

Fuse telemetry with
model predictions

Allows bias separation
from true state evolution

Bias evolution Random-walk bias bk

with occasional jumps
Capture sensor drift and
recalibration events

Prevents overfitting
model to faulty measure-
ments

Risk functional Convex penalty on near-
limit pressures and flows

Emphasize tail risk in
safety-critical quantities

Influences posterior vari-
ance inflation near con-
straints

Robust penalties Heavy-tailed or Huber-
ized residuals ρw, ρv

Downweight outliers and
transient spikes

Supports calibrated in-
tervals during aggressive
transients

Implementation Iterated Gauss–Newton
smoother with sparse
linear algebra

Scalable inference on
large networks

Produces predictive
bands for controller use

Table 6: Design elements of the risk-sensitive state estimator applied to the port-Hamiltonian two-phase network model.

positive semidefinite. In doing so, we preserve the energy
inequality even after learning and adaptation.

To connect the abstract representation to a compu-
tational model, we consider a semi-discretization of each
edge into a small number of control volumes. Within each
volume, the pressure-like variable represents compress-
ible storage, while the momentum-like variable represents
a mixture momentum that accounts for slip indirectly. The
Hamiltonian is chosen as a sum of convex storage terms:
[11]

Hx =
e i

(
Hppe,i

Hmme,i, χe,i

)
, (2.4)

where pe,i is the pressure-like component, me,i is the
momentum-like component, and χe,i is the configuration
surrogate. The storage term Hp is selected to reflect com-
pressibility and to ensure convexity over the operational
pressure range. The term Hm reflects kinetic energy and
can depend on χ because effective density and slip affect
the mapping from momentum to velocity. The convexity
of H is important because it supports well-posedness of
the gradient mapping and facilitates estimation.

Interconnections at nodes are handled by algebraic
constraints that enforce conservation of mixture flow and
continuity of pressure up to actuator-induced drops. These
constraints can be encoded in the interconnection matrix
Jx, which is built from incidence matrices of the graph.
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Element Definition Role in control layer Notes

Stage cost ℓxt, ut combining track-
ing and actuation penal-
ties

Balance production ob-
jectives with effort and
risk

Includes penalties on in-
put power to discourage
aggressive actions

Chance constraint Prgxt, ut ≤ 0 ≥ 1 − δ Limit probability of pres-
sure and flow violations

Uses predictive distribu-
tions from the estimator

Prediction horizon Length N receding-
horizon window

Capture compressibility-
driven transients

Tuned to actuation and
wave-propagation time
scales

Scenario sampling Trajectories under sam-
pled states and distur-
bances

Approximate chance con-
straints under nonlinear
dynamics

Incorporates uncertainty
in closure multipliers and
biases

Energy-based tighten-
ing

Bounds derived from
H ≤ u⊤y

Prune unsafe control
sequences and certify
safety

Uses passivity to con-
strain reachable pressure
excursions

Table 7: Main ingredients of the safety-aware receding-horizon controller interfaced with the digital twin.

Configuration Model structure Learning / estimation
treatment

Control strategy

Mechanistic baseline Fixed nominal port-
Hamiltonian network

No learned dissipation;
static closures

Deterministic receding-
horizon with point
forecasts

Unconstrained
learned

Nominal model plus free
learned corrections

Flexible closures without
passivity guarantees

Optimization on poten-
tially non-passive dynam-
ics

Passive learned only Passivity-constrained dis-
sipation corrections

Offline training with
structural regularization

Deterministic control us-
ing stabilized twin

Full framework Passivity-constrained
twin with risk-sensitive
estimation

Online closure adaptation
with bias and uncertainty

Chance-constrained con-
troller using predictive
bands

Table 8: Model-controller combinations compared in the computational evaluation of stability and reliability.

One benefit of an incidence-based construction is that
skew-symmetry can be ensured by design, preventing nu-
merical artifacts from creating artificial energy sources.
The result is a network model that is structurally stable
before any learning is introduced.

However, the model is not complete without specify-
ing how two-phase effects influence dissipation and cou-
pling. In this work, we treat wall friction and interfacial
exchange as dissipative terms and encode them in Rx. For
example, a frictional pressure drop contributes a dissipa-
tion proportional to the square of a generalized flow vari-
able, and interfacial drag contributes a dissipation propor-
tional to the square of a slip-related variable [12]. The un-
known part is the coefficient function that maps state and
configuration to dissipation magnitude. This coefficient is
where learning enters, but learning is restricted to preserve
positive semidefiniteness of Rx, ensuring that the energy
inequality holds regardless of the learned parameter val-
ues.

A final modeling point is that two-phase systems can
exhibit regime-dependent behavior that is not fully cap-
tured by smooth changes in χ. We represent this by al-
lowing χ to evolve under a bistable or multistable poten-
tial within the Hamiltonian and by allowing the dissipation
coefficients to depend on χ in a nonlinear way. This cap-
tures hysteresis and delayed transitions without forcing the
model to switch discretely between regimes. The resulting
model supports both smooth adaptation and abrupt quali-
tative changes, while remaining within the passivity enve-
lope [13].

3. Passivity-Constrained Learning
of Dissipation and Interfacial
Closures
Learning enters the digital twin through uncertain dissi-
pative and interfacial closure terms. The guiding princi-

6
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Scenario family Perturbation type Primary evaluation metrics

Aggressive actuation Rapid setpoint changes in down-
stream pressure and actuator
limits

Pressure tracking error, transient stabil-
ity, magnitude of oscillations

Sensor dropout Intermittent loss of pressure and
flow measurements

Constraint violation frequency, uncer-
tainty inflation, control aggressiveness

Distribution shift Changes in roughness and ge-
ometry affecting effective fric-
tion

Bias in pressure predictions, adaptabil-
ity of dissipation multipliers

Configuration ambigu-
ity

Inputs that drive rapid changes
in internal structure

Coverage of predictive intervals,
smoothness of control actions

Classifier-assisted base-
line

Regime probabilities modulat-
ing dissipation

Impact of discontinuous closures on sta-
bility and tracking performance

Table 9: Computational scenario families used to assess stability, robustness to telemetry issues, and performance under distribution
shift.

ple is that the learned components must not create net en-
ergy, because doing so can destabilize closed-loop opera-
tion and can cause nonphysical predictions during rollout.
This section defines a parameterization for the uncertain
terms and a training objective that enforces passivity as a
hard constraint, while still allowing sufficient flexibility to
fit operational data.

We write the dissipation matrix as a sum of a nomi-
nal component and a learned component:

Rx = R0x Rθx, (3.1)

where R0 encodes baseline friction and drag derived from
mechanistic reasoning, and Rθ is a learned correction that
accounts for geometry uncertainty, unmodeled slip effects,
and regime-dependent changes. Passivity requires Rx ⪰
0 for all relevant x, so we impose Rθx ⪰ −R0x, and in
practice we enforce Rθx ⪰ 0 to preserve interpretability
as an additional dissipation [14]. This restriction is not
overly conservative because many practical mismatches
manifest as underestimation of dissipation or as misallo-
cation of dissipation across components.

To ensure positive semidefiniteness, we parameter-
ize Rθx through a factorization:

Rθx = Gθx⊤Gθx, (3.2)

where Gθx is a learned matrix-valued function. This con-
struction guarantees Rθx ⪰ 0 for any θ. The function
Gθ can be implemented as a neural network or as a ker-
nel regression model, but it is restricted to depend on a set
of physically meaningful features, such as pressure, mix-
ture velocity, and configuration χ, rather than on arbitrary
embeddings. This feature restriction improves sample ef-

ficiency and reduces the risk of spurious dependence on
noise [15].

Interfacial and slip effects are treated similarly. Rather
than learning a direct mapping from state to holdup, we
learn coefficients that modulate dissipative coupling be-
tween momentum and configuration states. The configu-
ration dynamics are chosen to be gradient-like with respect
to a potential in the Hamiltonian, which ensures that, ab-
sent input power, configuration changes do not increase
stored energy. The learned terms then influence the rate
at which configuration relaxes and the degree to which
configuration couples into momentum dissipation. This
approach avoids representing regime changes as uncon-
strained discrete jumps, which can break passivity unless
carefully handled.

Training is performed by matching measured out-
puts and by minimizing residuals of the network dynam-
ics [16]. Let {ut, yt} denote input-output data collected
from simulations, experiments, or operations over time
intervals. The model predicts ŷt; θ by integrating the port-
Hamiltonian system with the learned dissipation. The
basic data-fit objective is a least-squares term weighted
by measurement covariance. To reduce drift and enforce
dynamic consistency, we add a penalty on the mismatch
between predicted and filtered state derivatives when a
rough derivative estimate is available. The training prob-
lem is then

min
θ

∥yt − ŷt; θ∥2
W dt

λ ∥x̂t; θ − f̃ t∥2 dt (3.3)

subject to the structural constraint Rθx = Gθx⊤Gθx.
Here W is a weighting matrix and f̃ t is an auxiliary esti-
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Training data
ut, yt + sparse telemetry

Feature map
z = p, q, χ, geom

Learned factor
Gθz

PSD dissipation
Rθz = G⊤

θ Gθ

Twin rollout
x = J − R0 − Rθ∇H Bu

Passivity
Rθ ⪰ 0 (all z)

Regularizers
smoothness / Lipschitz

Fit objective
output residuals

Figure 2: Passivity-constrained closure learning: uncertain friction/interfacial terms are parameterized through a learned factor Gθ

so that Rθ = G⊤
θ Gθ remains positive semidefinite, preventing spurious energy injection during rollout and control embedding.

mate of state evolution derived from a smoother or from
finite differences when available.

A central concern is overfitting, especially because
operational datasets can be biased by limited exploration
of the input space. Passivity reduces one class of over-
fitting by disallowing energy-injecting artifacts, but addi-
tional regularization is needed to avoid overly complex dis-
sipation landscapes that interpolate noise [17]. We incor-
porate a Lipschitz penalty on Gθ over the relevant feature
domain and a smoothness penalty that discourages sharp
variations in dissipation with respect to pressure and flow.
These penalties are consistent with the physical intuition
that friction and interfacial drag vary smoothly with op-
erating conditions, except near strong transitions that are
captured through the configuration variable dynamics.

The learning problem is further complicated by par-
tial observability. In many networks, only a subset of
node pressures and edge flows are measured, and holdup-
related variables are rarely observed directly. Learning
dissipation purely from output error can be ill-posed be-
cause multiple internal dissipation distributions can ex-
plain the same boundary measurements. We address this
by incorporating structural identifiability cues [18]. In
particular, we choose a low-dimensional basis for dissipa-
tion corrections aligned with the network topology, such
as per-edge scalar multipliers on nominal friction terms

and a small number of coupling coefficients that repre-
sent interfacial exchange intensity. The learned function
Gθ then maps features to these multipliers rather than to
a fully dense matrix. This provides a compromise: the
model can adapt across operating conditions, but it does
so through a parsimonious set of physically interpretable
degrees of freedom.

Even with a parsimonious basis, regime-dependent
behavior can lead to multimodal posterior distributions
over dissipation parameters. If the system can occupy dif-
ferent internal configurations that yield different effective
friction, then an estimator may be uncertain about which
configuration is present. The learning method must there-
fore accommodate data that reflect multiple modes [19].
We handle this by training on ensembles of trajectories
that cover different transient histories, and by including
the configuration surrogate as a state that evolves accord-
ing to the model. In effect, the model internalizes some
regime variability as a dynamical state rather than forcing
it into static parameter values.

Finally, the passivity constraint provides a clean in-
terface to safe control. Because learned dissipation can-
not generate energy, a controller that shapes input power
can rely on the digital twin to remain stable under rollout.
This is essential when the twin is used inside an optimizer
that evaluates many candidate control sequences. Without

8
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Measurements yk
pressures / flows, intermittent dropout

Bias states bk
drift + occasional jumps

Robust residual model
heavy-tail / Huber penalties

Risk functional
tail emphasis on safety nodes

Smoother
iterated GN + sparse structure

Posterior
px0:K , b, θ | y

Predictive bands
calibrated intervals

Forecasts
for chance constraints

Figure 3: Risk-sensitive estimation pipeline: robust penalties and explicit tail-risk shaping produce posterior distributions and predictive
bands that remain cautious during transients, sensor bias, and telemetry dropout.

such a constraint, the optimizer can exploit model artifacts
and propose actions that appear safe in the model but are
unsafe in reality [20]. Passivity reduces this exploitability
by eliminating a broad family of unphysical behaviors.

4. Risk-Sensitive State Estimation
with Closure Adaptation
A model is operationally useful only if it can track the inter-
nal state online from limited measurements. Two-phase
networks present a difficult inference problem because
internal variables such as configuration and holdup are
weakly observed, sensors can be biased, and measurement
noise can be heavy-tailed during transients. Moreover, if
the twin is used for safety management, it must avoid un-
derestimating tail risk in pressure and flow. This section
derives a risk-sensitive estimator designed for these condi-
tions, emphasizing calibrated predictive uncertainty and
robust handling of outliers.

We write a discrete-time approximation of the net-
work dynamics for estimation: [21]

xk1 = fxk, uk, θk wk

yk = hxk bk vk, (4.1)

where xk includes pressures, momenta, and configura-
tions across the network, θk are slowly varying closure
multipliers produced by the passivity-constrained learning
parameterization, bk are sensor biases, and wk, vk are pro-
cess and measurement disturbances. The disturbances are
not assumed Gaussian; instead, we use a robust likelihood
model that downweights outliers. A practical choice is a
Student-like likelihood or a Huberized quadratic, imple-
mented through an equivalent latent-scale representation
to preserve computational tractability.

Risk sensitivity is introduced by modifying the ob-
jective of the smoother. Instead of minimizing expected
squared error, we minimize an exponential-of-quadratic
criterion that penalizes large deviations more heavily. In
a filtering context, this is related to risk-sensitive control
and robust estimation. A convenient formulation defines
the estimator as the minimizer of [22]

min
x0:K ,b0:K ,θ0:K

K−1
k=0

ρwΔk

K

k=0
ρvrk

γ K

k=0
Φxk, (4.2)

where Δk = xk1 −fxk, uk, θk are process residuals, rk =
yk−hxk−bk are measurement residuals, ρw, ρv are robust
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Chance constraints
Prgx, u ≤ 0 ≥ 1 − δ

Scenario propagation
sigma-points / samples

Energy bound tightening
reachable-set pruning via H

Receding-horizon optimizer
constraints + actuation penalties

Actuation to network
ports u, y at boundaries

Nominal shaping
damping injection

Predictive bands
from estimator

Safety monitors
coverage + bias alarms

Figure 4: Safety-aware control stack: predictive uncertainty drives scenario-based chance constraints, while energy-based reachable-
set tightening and nominal damping support reliable optimization under regime ambiguity and sensor bias.

penalties, andΦxk is a risk functional that emphasizes tail
behavior of safety-critical outputs such as pressure at spe-
cific nodes. The coefficient γ tunes the strength of risk
sensitivity. The risk functional is chosen to be convex in
the outputs of interest, for example a softplus approxima-
tion of an upper threshold exceedance penalty. The result
is that the estimator favors trajectories that not only fit mea-
surements but also avoid underestimating the probability
of dangerous pressure excursions.

A core challenge is the interaction between state es-
timation and closure adaptation. If closure multipliers
θk are allowed to vary freely, the estimator can attribute
any mismatch to parameter drift, which can lead to over-
confident state estimates and poor predictive generaliza-
tion. We therefore enforce a slow-drift prior on θk and,
crucially, we restrict θk to remain within the passivity-
constrained family [23]. Practically, θk parameterizes
the mapping Gθx that yields additional dissipation, so θk

cannot produce negative dissipation. We further penalize
rapid changes in θk to reflect that physical properties such
as roughness and effective drag do not change abruptly
absent a regime transition. Regime-like shifts are instead
captured through the configuration state χ, whose dynam-
ics can change rapidly when driven by inputs.

We implement the estimator through an iterated
Gauss–Newton procedure on the robust objective, com-
bined with a square-root information filter for computa-
tional efficiency. The port-Hamiltonian structure assists
computation because the Jacobians of f can be derived
from the gradient of the Hamiltonian and the intercon-
nection matrices, which are sparse due to network topol-
ogy. Sparsity is critical for scalability because realistic
networks can include dozens to hundreds of edges [24].
We exploit this sparsity by using sparse linear algebra in
the smoother step and by maintaining local covariance
approximations on subgraphs when full covariance prop-
agation is too expensive.

Uncertainty quantification is produced through a
Laplace approximation around the smoothing solution,
yielding an approximate Gaussian posterior for the state
and biases, and an approximate log-concave posterior for
the closure multipliers when robust penalties are used. Be-
cause the measurement likelihood is heavy-tailed, the pos-
terior variances increase during transients, which prevents
spurious overconfidence. The risk functional further in-
flates uncertainty in safety-critical outputs when the state
is weakly observed, aligning the estimator with opera-
tional needs. The twin therefore outputs not just point
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Scenario A: aggressive actuation
fast setpoint shifts, strong transients

Scenario B: sensor dropout
missing pressure/flow windows

Scenario C: distribution shift
roughness/geometry mismatch

Stability
bounded rollout under control

Constraint risk
violation frequency / tails

Calibration
interval coverage under stress

Baselines
nominal mechanistic / unconstrained
learned

Proposed
passivity + risk-sensitive estimation +
safe control

Figure 5: Stress-test evaluation design: three operating stresses (aggressive actuation, telemetry dropout, and parameter shift) are
scored by stability, tail-risk of constraint violations, and predictive-interval calibration to highlight failure modes that average error
can hide.

estimates of pressure but predictive bands that reflect both
measurement uncertainty and model uncertainty in dissi-
pation.

A practical complication is that sensor biases can
confound the inference [25]. Pressure sensors can drift,
flow meters can have scale errors, and some sensors can
exhibit hysteresis. We model biases bk as random walks
with occasional jump components to reflect recalibration
events or abrupt failures. The robust penalty on measure-
ment residuals prevents a single bad sensor from forcing
large changes in the inferred state. Additionally, because
the network model enforces interconnection constraints,
inconsistent sensor readings are naturally reconciled by
distributing residuals across biases and unobserved states
in a way that respects conservation structure.

The output of the estimator is a predictive distri-
bution for future states under candidate control actions.
To generate forecasts, we propagate the posterior mean
through the port-Hamiltonian dynamics and propagate un-
certainty through a sigma-point method adapted to the
sparse structure [26]. The passivity constraint again plays
a role: when uncertainty is large, naive propagation can
produce implausible trajectories if the model admits en-
ergy injection. Because the learned dissipation is guaran-
teed nonnegative, the forecast remains stable, and uncer-
tainty growth is dominated by process noise rather than

by model-induced blow-up. This stability makes the twin
usable inside online optimization loops for control.

5. Safety-Aware Control via
Energy-Shaping and Chance
Constraints
Control of two-phase flow networks is often framed as
maintaining pressures within safety envelopes while meet-
ing production or transport objectives. Actuators can in-
clude pump speeds, choke openings, compressor setpoints,
and valve positions. In a network, local actions can have
nonlocal effects due to compressibility and interconnec-
tion constraints [27]. A digital twin that is used for control
must therefore provide reliable predictions under action-
induced transients. This section develops a control inter-
face that exploits the port-Hamiltonian structure and the
risk-sensitive predictive distributions produced by the es-
timator.

We consider a receding-horizon control problem
in which, at each time step, the controller selects a se-
quence of control inputs to minimize an objective subject
to constraints. The objective penalizes deviation from
desired pressures or flows and penalizes aggressive actu-
ation. The constraints encode safety limits on pressures,
limits on pump or choke operating ranges, and potentially
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constraints on configuration variables that correlate with
undesirable behaviors. Because the state estimate is un-
certain, we enforce constraints probabilistically through
chance constraints [28]. The control problem is

min
uk:kN−1

E
[ kN−1

t=k
ℓxt, ut

]
s.t. Pr

(
gxt, ut ≤ 0

)
≥ 1 − δ (5.1)

for all t in the horizon, where δ is a risk tolerance. The
expectation and probability are taken with respect to the
predictive distribution generated by the twin.

Directly solving chance-constrained problems for
nonlinear, uncertain dynamics can be computationally
demanding. We adopt an approach that combines sce-
nario sampling with energy-based constraint tightening.
Scenario sampling draws multiple trajectories from the
predictive distribution, including perturbations of initial
state, process noise, and closure multipliers [29]. The con-
straints are enforced across the scenario set, either as hard
constraints on all scenarios or as quantile constraints con-
sistent with δ. Scenario-based methods are well-suited to
multimodal uncertainty induced by configuration dynam-
ics. However, they can still be expensive if many scenarios
are needed for reliability.

Energy-based tightening provides an additional effi-
ciency lever. Because the port-Hamiltonian model yields
a stored-energy function Hx and a dissipation inequal-
ity, we can derive bounds on how much certain outputs
can change over the horizon under bounded input power.
Specifically, if input power is bounded by actuator limits
and if dissipation is nonnegative, then the growth of H is
constrained, which implies constraints on the reachable set
of pressures. While these bounds are conservative, they
can be used to prune candidate control sequences early in
optimization, reducing computational burden. They also
provide a safety certificate: even if the uncertainty propa-
gation is imperfect, the energy inequality limits the extent
of unmodeled excursions under bounded actuation [30].

The controller is implemented as a constrained opti-
mizer that uses the twin to evaluate the objective and con-
straints. Because the twin is passive, the optimizer can-
not exploit nonphysical energy generation to achieve arti-
ficially low costs. This is important because optimization-
based controllers can be adversarial toward their models:
they will find actions that exploit model errors. Passivity
reduces one broad class of exploitable errors. Addition-
ally, we incorporate a penalty on expected input power,
which discourages control sequences that inject large en-

ergy and thereby drive the system into uncertain configu-
rations.

Energy shaping is used to design stabilizing feed-
back components [31]. In port-Hamiltonian systems, a
common approach is to define a desired Hamiltonian and
to choose control laws that shape the energy landscape
while adding damping. In the two-phase network con-
text, we use this concept to define a nominal stabiliz-
ing controller that regulates pressures and flows. The
receding-horizon optimizer then computes corrective ac-
tions around this nominal controller, focusing on con-
straint satisfaction and performance. This layered ap-
proach improves reliability because it ensures that, even
if the optimizer fails to converge fully within time limits,
the nominal controller maintains stability.

A practical issue is that control actions can trigger
configuration shifts that change effective dissipation and
slip. The twin represents this through configuration dy-
namics and uncertain dissipation multipliers. The con-
troller therefore monitors the predicted distribution of
configuration states and can impose additional constraints
that limit the probability of entering high-risk configura-
tion regions [32]. These constraints are not framed as
regime constraints; rather, they are expressed in terms
of configuration-related outputs that correlate with large
pressure oscillations or poor controllability. By using
probabilistic constraints, the controller can avoid overly
conservative behavior when uncertainty is small, while
becoming conservative when uncertainty grows.

The controller also incorporates sensor-bias aware-
ness. When sensors are drifting, the estimator can assign
nonzero bias states, and the controller can reduce reliance
on the affected measurements by adjusting the weight-
ing in the objective. This prevents the controller from
chasing sensor artifacts. Furthermore, because the esti-
mator provides predictive bands, the controller can adopt
an adaptive risk tolerance δ that tightens when calibration
degrades [33]. For example, if recent measurements fall
outside predicted intervals more frequently than expected,
the controller can reduce δ, making constraints more con-
servative until the twin is recalibrated. This mechanism
operationalizes a safety-first philosophy: when the model
is less reliable, the controller becomes more cautious.
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6. Computational Evaluation
Under Aggressive Actuation,
Sensor Dropout, and Distribution
Shift
We evaluate the proposed framework through computa-
tional experiments designed to reveal stability and relia-
bility properties rather than only average prediction error.
The experiments are structured to compare four model-
controller combinations: a baseline mechanistic network
model with fixed nominal dissipation, an unconstrained
learned correction model inserted into the dynamics with-
out passivity enforcement, a passivity-constrained learned
dissipation model without risk-sensitive estimation, and
the full proposed framework with passivity-constrained
learning and risk-sensitive estimation driving a chance-
constrained controller. All comparisons are performed on
identical scenarios, with the same measurement availabil-
ity and actuator limits.

The first scenario family targets aggressive actuation
[34]. We consider setpoint changes in downstream pres-
sure that require rapid adjustment of pump and choke set-
tings, producing transients that excite compressibility and
configuration dynamics. Under aggressive actuation, un-
constrained learned models can produce nonphysical oscil-
lations because small errors in learned closures can be am-
plified by feedback. In contrast, the passivity-constrained
model remains stable under rollout by construction. In
these experiments, the full framework maintains bounded
pressure responses and avoids runaway oscillations. The
mechanistic baseline remains stable but exhibits larger
tracking error because its dissipation closures are not cal-
ibrated to the scenario conditions. The unconstrained
learned model achieves low tracking error in some runs
but occasionally becomes unstable, leading to large con-
straint violations [35]. These instability events dominate
risk, which is precisely what the proposed framework is
designed to mitigate.

The second scenario family targets sensor dropout
and sparse telemetry. We remove subsets of pressure
sensors intermittently and introduce periods where flow
measurements are unavailable. The estimator must then
rely on the network model to propagate internal states and
must represent increased uncertainty. The risk-sensitive
smoother responds by inflating uncertainty bands, partic-
ularly on safety-critical nodes whose states are weakly ob-
served. The controller uses these bands to tighten chance
constraints, reducing actuation aggressiveness [36]. The
net effect is a modest increase in tracking error during

dropout windows but a decrease in constraint violation
probability. In contrast, controllers that rely on point es-
timates from non-robust filters can become overconfident
and apply aggressive actions that violate constraints when
sensors return and reveal the true state. The advantage of
the risk-sensitive estimator is therefore not only improved
state accuracy but improved risk management during par-
tial observability.

The third scenario family targets distribution shift.
We modify effective roughness and local geometry de-
scriptors in selected edges, reflecting changes such as
scale buildup or slightly different pipe properties. The
nominal mechanistic model exhibits biased pressure pre-
dictions because its friction closures are mismatched [37].
The passivity-constrained learning component adapts dis-
sipation multipliers online within its constrained family,
reducing bias while retaining stability. The unconstrained
learned model can adapt more rapidly but can also over-
shoot, effectively reducing dissipation below physically
plausible levels in an attempt to fit biased sensors or tran-
sient noise, which can destabilize the closed loop. The
constrained model cannot reduce dissipation below nomi-
nal, so it is robust to this failure mode. In practice, when
actual dissipation is lower than nominal, the constrained
model will be conservative. This conservatism is accept-
able in safety-critical contexts and can be reduced by
choosing a nominal model that is not systematically over-
dissipative.

We also study the effect of configuration dynamics
on uncertainty [38]. When actuation drives the system
across regions where configuration changes rapidly, the
posterior distribution over configuration becomes broad
and sometimes multimodal. The risk-sensitive estimator
does not force a premature collapse of this uncertainty;
it maintains predictive bands that reflect ambiguity. The
controller interprets this ambiguity as increased risk and
tightens constraints accordingly. This behavior contrasts
with a deterministic regime selection approach, which can
switch abruptly between assumed regimes and induce con-
trol chattering. The configuration-based approach yields
smoother control because it does not commit to discrete
regime labels.

To connect the evaluation to regime identification
literature without making it central, we incorporate a diag-
nostic baseline that uses a discriminative regime classifier
as an auxiliary feature generator for dissipation multipli-
ers [39]. In this baseline, the classifier provides a regime
probability that modulates friction multipliers. While this
can improve point prediction in some cases, it can also
create discontinuities in the dissipation landscape when
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the regime probability shifts rapidly due to noisy mea-
surements. The passivity-constrained approach avoids
such discontinuities by learning dissipative corrections
as smooth functions of state and configuration. In hori-
zontal annular-channel contexts, Manikonda et al. (2022)
described first-of-a-kind and then state-of-the-art machine
learning classifiers that accurately predict gas–liquid two-
phase flow regimes in annular flow channels when trained
on appropriate data [40]; such results suggest that regime
information can be extracted from measurements, but the
present evaluation indicates that embedding that informa-
tion into a stability-first twin benefits from smoothing and
passivity constraints to avoid control-relevant discontinu-
ities.

Across the scenario families, we summarize per-
formance in terms of tracking error, constraint violation
frequency, and empirical coverage of predictive inter-
vals [41]. The full framework yields predictive bands
whose empirical coverage remains close to nominal dur-
ing dropout and distribution shift, while the non-robust
estimator tends to under-cover during transients. In terms
of point tracking, the unconstrained learned model can
be competitive on average but is unreliable in the tails,
producing rare but severe violations. The full framework
slightly sacrifices average tracking performance to achieve
substantially lower tail risk, aligning with safety-first op-
erational priorities. In many settings, this tradeoff is desir-
able because a small reduction in efficiency is preferable
to rare high-consequence events.

7. Conclusion
This paper presented a stability-first digital twin for gas–
liquid two-phase flow networks that combines port-Hamiltonian
modeling, passivity-constrained learning of dissipative
closures, risk-sensitive state estimation, and safety-aware
control. The core methodological choice was to treat
uncertain two-phase effects primarily as dissipative and
interfacial terms embedded in an energy-consistent net-
work structure, enabling a passivity guarantee that persists
after learning and online adaptation [42]. This guaran-
tee improves robustness when the twin is rolled out un-
der aggressive actuation and when it is embedded inside
optimization-based controllers that can otherwise exploit
model artifacts. The risk-sensitive estimation layer was de-
signed to assimilate sparse telemetry, handle outliers and
sensor biases, and produce calibrated predictive bands that
emphasize tail-risk management for safety-critical outputs.
A chance-constrained control interface used these predic-
tive distributions to regulate pressure and flow while con-

trolling the probability of constraint violation under un-
certainty and configuration ambiguity.

Computational experiments indicated that passivity
constraints can meaningfully reduce the frequency of in-
stability events observed in unconstrained learned models,
particularly during transients and under sensor dropout.
The framework also supported online dissipation adapta-
tion under distribution shift while maintaining physically
plausible energy behavior. The approach is intentionally
modular: the port-Hamiltonian core provides structure,
the constrained learning layer provides adaptability, and
the risk-sensitive estimator and controller provide opera-
tional decision support. Future work can extend the state
representation to incorporate thermal and compositional
effects, develop tighter energy-based reachable-set bounds
to further accelerate chance-constrained optimization, and
study deployment workflows that combine offline training
with safe online updates in long-lived assets [43].
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